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Executive Summary

We are entering the era of “motionless interaction,” where the boundary between thinking 
and doing dissolves. Brain-Computer Interfaces (BCI) are moving beyond the lab and 
onto the wrist, redefining our relationship with computers. This paper looks past that 
familiar promise to a harder question: what would it actually take for a person and an AI 
to collaborate fluidly? It traces the path from the science of intention, through the limits of 
today's interfaces, to wrist-worn neural platforms and the new applications they unlock 
across AI, AR, health, and robotics.

We argue that the bottleneck is no longer AI’s intelligence, but the poor alignment 
between the human's and the AI’s internal models caused by latency, low bandwidth, and 
the absence of a feedback loop, and that a wrist-worn interface that fuses neuromuscular 
data with cardiac and ANS (Autonomic Nervous System) signals is uniquely positioned to 
close that loop.

The real question is not how to move a cursor or click a button with your mind - it is 
how humans and AI can collaborate, communicating high-level goals effectively, 
with the fewest possible steps and iterations.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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The Friction Problem

What “friction” really means
Friction in UX/UI is the cost of turning an intention into an action, the complexity and 
number of steps required to complete a task. Consider pressing “Send” on an email: 
you must locate the button on screen, move your hand or cursor to it, and click. Each of 
these steps is driven by its own small intention, a micro-intention, the intention to carry 
out a single sub-task or micro-managed step, and each adds friction that accumulates. 
A single high-level goal ("send the email") is really executed as a chain of such micro-
intentions.

The classic BCI promise
When BCI is said to “shorten the path” between intention and action, it usually means 
replacing physical movement with neural signals: an EEG headset or implanted chip that 
bypasses the hand entirely by acting upon a detected intention to move a cursor or press 
a button [1]. In effect, this streamlines a single micro-intention, moving the cursor, pressing 
the button, by replacing its physical execution with a neural shortcut. This is one of BCI’s 
core promises for HUDs and AR, enabling gesture and movement-intention control where 
pointing devices like a mouse are limited and cameras are bulky, power-hungry, and 
expensive. Yet it still works one micro-intention at a time, making each sub-task faster 
rather than fewer.

But the GUI is already disappearing
In an era where an AI agent can draft and send the email for you, do micro-intentions 
even matter? When the agent carries out the sub-tasks itself, optimizing each micro-
intention becomes beside the point, what matters is conveying the high-level goal behind 
them. Soon there may be no need for a graphical user interface at all, just a microphone, 
earphones, and an internet connection. The real question is not how to move a cursor or 
click a button with your mind, the micro-intentions of operating a screen, it is how humans 
and AI can collaborate, communicating high-level goals effectively, with the fewest 
possible steps and iterations.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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What Is Intention?

Cybernetics: intention as error correction
According to Cybernetics, a framework established in the late 1940s by American scientist 
Norbert Wiener [2] - intention can be described as part of an error-correction loop: a 
desired state (the reference) is continuously compared against a sensed state (perceived 
reality), and the resulting difference, the error signal, drives the action that brings the 
system back into alignment with its objective (Figure 1).

In the send-button example, the sensed state is the location of the cursor, the desired 
state is the location of the button, and the error is the distance between them. Sending a 
mail is a canonical chain of such micro-intentions and actions, composing into a complex 
higher-level goal.

Figure 1. Closed-loop control
The error between desired and sensed states drives action; the world’s response feeds back into the loop.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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Speech is a clean illustration. Alongside issuing the motor command, the brain's forward 
model predicts how the word should sound and sends that prediction — a corollary 
discharge — to the auditory cortex before the sound is produced. The actual sound is 
compared against the prediction, and what remains is the error: when the prediction is 
good, the self-generated sound is largely cancelled (the auditory cortex is suppressed); 
when the mismatch is large, the brain reduces it either by acting (adjusting the motor 
output) or by updating its model (revising what it expects to hear).

Figure 2. Active inference 
Hidden states of the world are partially exposed through sensations; 

the brain’s internal states are updated, and action is taken to reduce mismatch.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

Active inference: the brain as a prediction machine
A simple feedback loop like this works for slow, deliberate corrections — but it cannot 
steer fast, complex behavior. Human sensorimotor feedback is slow, limited by neural 
conduction and processing delays to roughly 1–2 Hz [3] , while fluent speech produces four 
to seven syllables every second. If the brain had to hear each sound and correct it before 
forming the next, speech would fall apart. Instead, rapid action is largely feedforward: the 
intention to say a word is converted, in advance, into a coordinated pattern of muscle 
activity. So how does the loop not break? The resolution is that the brain does not wait for 
feedback — it predicts.
According to neuroscientist Karl Friston’s Free Energy Principle (active inference)[4], the 
brain is a prediction machine, isolated from the world by a “Markov blanket.” From sparse 
sensory input  the brain build a model of reality and constantly tries to minimize surprise 
— the mismatch between what it predicts and what it senses — either by updating its 
internal model of the way the environment is perceived, or by acting on the world to make 
it match the model. (Figure 2)
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This circuit was recently measured directly in people, localizing a corollary-discharge 
signal in the ventral speech motor cortex that arises before articulation and predicts the 
suppression of the auditory cortex during speech [5].
Intention, in this richer view, is the drive to minimize prediction error - and it works through 
prediction rather than slow, moment-to-moment feedback, which is why the loop holds 
even for something as fast as speech.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

The intention gap
This reframes what we are really chasing. If intention is the effort to minimize the mismatch 
between the world as our internal model predicts or expects  and the world as it is actually 
perceived , then the "path from intention to action" is simply the distance between those 
two (Figure 3). Shortening that path means shrinking the gap to achieve alignment.

It is this gap - the intent gap - that every interface ultimately exists to close.

Error between expectation & perception

Figure 3. The intent gap 
The distance between perceived reality and the expected reality is the friction we ultimately want to remove.
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Collaboration as Alignment

Two agents, one alignment problem
When two agents collaborate — whether human or AI — what they are fundamentally 
doing is aligning their internal models of the world. Each agent observes the actions of 
the other and infers how the other perceives and interprets the environment. Through this 
process, both agents continuously attempt to reduce the mismatch between their models, 
either by updating their own internal representations or by acting in ways that influence 
the internal model of the output) or by updating its model (revising what it expects to 
hear). other. We call this mutual modeling co-intentionality — the machine analogue of 
the shared intentionality that underlies human collaboration.

The core challenge: models are hidden,meaning must be reconstructed
The internal models of complex agents — whether human or AI — are extremely high-
dimensional, often consisting of billions of parameters. They encode perception, context, 
memory, and intention in a rich and structured way. But communication between agents 
does not occur at this level. It is constrained to low-dimensional, lossy signals such as 
language, gestures, and observable behavior.
As a result, meaning cannot be directly transferred from one agent to another. It must 
be reconstructed. Each agent receives only a partial signal and must infer the underlying 
internal model that generated it.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

An agent, then, is anything with intention in this sense: a system whose internal states 
- walled off from the world by a sensory-and-motor boundary (a "Markov blanket") 
- encode a model that predicts the world, and that continually works to reduce the 
mismatch between prediction and sensation: updating the model to fit the world 
(perception), or acting on the world to fit the model (action).

Figure 4. Agents internal models 
are hextrmrly high dimentional but communication is constrained to low dimentional lossy signals such as language.
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AI <-> AI HUMAN <-> AI

•  Operates in shared symbolic / latent spaces

•  Encoded for receiver - designed to be decoded

•  Shared protocols -> minimal ambiguity

•  Bandwidth limited only by hardware

•  Mostly text and speech (prompts)

•  Locked in a guess–check–correct cycle

•  AI infers intent from sparse input

•  Human iteratively refines until aligned

How humans solve this
Human collaboration overcomes this limitation using a continuous and multi-layered 
exchange of signals. We do not rely only on words; we also interpret tone, timing, facial 
expressions, gaze, and body language. These signals provide immediate feedback about 
understanding, agreement, or confusion, allowing us to adjust our communication in real time. 
Over time, as shared context accumulates, communication compresses: fewer words are 
needed, and increasingly subtle signals - sometimes just a glance or a slight gesture - 
can convey complex meaning. This ability to converge on shared understanding is known 
as shared intentionality. Research in cognitive science, particularly by Michael Tomasello 
and colleagues [6] shows that humans develop this capacity early in life. Infants 
learn to align attention and meaning with caregivers by tuning into subtle behavioral 
and physiological signals, allowing them to converge on what is important in their 
environment.

AI <-> AI vs. Human <-> AI
AI <-> AI communication faces the same fundamental limitation - meaning is not directly 
transferred - but it can be far more efficient, because both sides operate in operatesin 
structured symbolic or latent spaces. An AI's representations are derived from language 
and training data rather than lived sensory experience [7], so one agent can encode 
information in a form another is built to decode, and shared protocols let it flow with little 
ambiguity. Biological cognition is grounded differently: meaning is built from sensory 
signals decoded into neural activity, whose low-dimensional geometry - the "neural 
manifolds" that encode space, time, and context - forms the substrate of thought [9][10].
Human <-> AI communication sits between the two, and remains the hard case. It is still 
largely text and speech-based, locked in a guess-check-correct cycle: the AI infers intent 
from sparse input, the human inspects the result and refines it - while the rich, sensory-
grounded signals that actually carry human meaning are left out, and round it goes. That 
cycle is, in effect, the same desired-versus-sensed control loop we met earlier - only run 
through a slow, narrow channel and stripped of the implicit cues that keep people aligned. 
It is a loop, but an inefficient one - and how people cope with that inefficiency is where the 
real friction shows up.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

Table 1. Two communication regimes
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Where the Real Friction Lies

The core limitation is not intelligence — it is latency and bandwidth in alignment loop that 
cause the guess-check-correct cycle. The friction lies in the gap between the human's 
internal model and the AI's inferred model. Unlike human-to-human interaction, this 
process lacks a continuous feedback loop: there is little access to implicit signals, and no 
shared mechanism for real-time adjustment. As a result, alignment is delayed, partial, 
and often inefficient. Almost all human–AI exchange today runs through a single channel: 
text, and explicit speech. But text is a slow way for a person to convey intent. When we 
collaborate with each other, most of the alignment happens through real-time cues that 
travel alongside our words — gesture, tone of voice, gaze, timing, a flicker of hesitation — 
signals we produce continuously and almost effortlessly.

The long prompt. Users try to specify everything up front — elaborate prompts, reference 
images, documents — so the agent succeeds on a single attempt. This not only burdens 
the user with anticipating all relevant context; it impedes their own learning. Valid expertise 
develops only where the environment is regular and feedback is rapid and unambiguous 
[11]; prompt-and-wait satisfies neither, so users accumulate the impression of becoming 
"prompting experts" without the underlying skill. This illusion of learning is consistent with 
controlled findings that experienced practitioners can be measurably slower with AI 
assistance even while believing themselves faster [12].

The micromanaged decomposition. Users instead break a task into many small, short prompts 
they can check step by step. This restores some control, but only by returning the human to 
the loop as a full-time supervisor — re-introducing the very burden delegation was meant to 
remove, and failing to scale to continuous, ambient collaboration. Underlying both is the nature 
of the channels themselves. Speech is serial, public, and carries no affect or anticipatory tension; 
keyboards and touchscreens are discrete and capture none of the "sub-textual" emotional or 
intentional state; cameras are tethered to lighting and line-of-sight, are power-hungry, and see 
only outward kinematics — never the neuromuscular drive that is the intent.

The opportunity
If we want to truly shorten the path between intention and action, we must reduce the 
distance between internal models in real time. This requires richer signals, continuous 
feedback, and novel representations that can be shared and aligned more directly. Only by 
improving this alignment loop can we meaningfully reduce friction in human–AI interaction.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

Today's tools try to compensate for this broken loop not by restoring continuous 
feedback, but by front-loading it — and they fail in two opposite ways:
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Implications: A World With Near-Zero Friction

If we begin to reduce the gap between intention and action — if we enable systems to 
continuously align with a user’s internal model — the implications are not only futuristic, 
but immediate.

Adaptive AI Agent
Adaptive AI. An AI that can sense the user's state can adapt to it — shaping not just what 
it says but how. The same question can draw very different answers depending on the 
situation: under time pressure, a concise, direct, actionable reply; while exploring out of 
curiosity, a fuller one with deeper explanation and broader insight. The same holds for 
recommendations — just as our own choices shift with state [13][14], an agent that reads 
attention, emotional state, arousal, and personal physiological cycles can offer what 
actually fits the moment. The interaction becomes sensitive not only to what is asked, but 
to how and why.

Adaptive spaces
Entering a room, the environment can adapt automatically based on recent activity and 
physiological signals: temperature adjusts, lighting shifts, and soundscapes respond to 
whether one is focused or at rest. The body even provides its own thermostat — because 
part of muscle tone is thermogenic, the faint rise in muscle activity as you begin to feel 
cold can be read directly and prompt the room to warm, before you would think to reach 
for the dial. These changes are not triggered by explicit commands, but by a system 
continuously aligning its internal model with that of the user.

Passive identity 
Everyone's body produces signals in a way that is physically unique. The geometry of 
your muscles and the precise pattern in which your motor units fire — together with traits 
like heart rhythm and gait — form a neuromuscular signature that is intrinsic to you and 
extremely hard to copy or forge, unlike a fingerprint or a face, which can be lifted from a 
surface or a photo. Because the interface is worn, it can read that signature not once at 
a checkpoint but continuously, confirming moment to moment that the person acting 
is still you. Identity then becomes something verified quietly in the background rather 
than asserted by an explicit act. The friction of proving who you are — typing passwords, 
logging into accounts, re-authenticating, even entering a card to pay — can simply fall 
away: the system already knows it is you, so access and transactions are authorized with 
no effort on your part.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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Human Robot Colaboration
As human-robot interaction expands across homes, factories, and public spaces, 
traditional communication methods are proving too limited. Our technology pioneers a 
new standard for collaboration. By utilizing continuous biological signals to detect human 
states—such as fatigue, surprise, and subtle movement patterns—robots no longer have to 
wait for manual prompts. Instead, they can anticipate intent, adjust in real time, and truly 
"read the room." This ongoing, context-aware visibility bridges the gap between humans 
and machines, enabling collaboration that is seamlessly coordinated, highly efficient, and 
fundamentally safer.

Training Robotic Hands, and the data engine
The human hand is amazingly complex and versatile, and building robotic hands that 
can imitate how humans use there hands even in simple tasks is a major chalange of the 
industry today. Robots trained on visual trajectories capture what a person moves, but not 
the force, stiffness, and anticipatory tension that distinguish skilled execution [15]. Camera- 
and data-glove rigs that the industry uses to collect manipulation data suffer occlusion 
and depth ambiguity. The gloves themselves are bulky, restricting natural movement and 
hiding the very forces that matter [16], [17]. And the proccess yield small, homogeneous 
datasets — a data-scarcity bottleneck that has driven cross-institutional pooling 
efforts [18]. Reading the neuromuscular strategy directly from the wrist captures the 
demonstrator's intent and internal state [19], labels each demonstration with the attention 
it was performed under. The size and availability of wrist wearables allows for scaling data 
collection to in-the-wild collection — a defensible, compounding data advantage.

Health and rehabilitation
The same signals that align a user with an AI also reveal health state. Continuous access 
to neuromuscular, motion, and cardiac activity lets a system flag fatigue, stress, or 
postural strain before symptoms become acute. In motor rehabilitation after stroke, 
surface electromyography read at the motor-unit level can detect re-emerging neural 
drive that is invisible to behavioral assessment, turning each session into a measurable, 
motivating biofeedback loop. Even the day-to-day variability of muscle tone is informative: 
healthy systems show rich, multi-scale variability that is progressively lost with disease 
and aging [20], and a narrowed range follows motor-cortex injury [21] — so tracking it over 
time offers a non-invasive marker of neurological health.

The empathic interface
What is emerging is not just a more efficient interface, but a different kind of relationship 
between humans and machines. As their internal models become more aligned, 

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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interaction shifts from instruction to understanding. The system does not simply react - it 
adapts in a way that reflects the user’s goals, context, and constraints.

Such alignment reduces errors, lowers cognitive load, and builds trust, because the 
system behaves in ways consistent with what the user actually means, not just what they 
explicitly say. Ultimately, reducing friction is not only about making interaction faster or 
easier. It is about bringing the internal models of humans and machines closer together. 
As this distance shrinks, the interface itself begins to disappear, replaced by a continuous 
process of alignment. In that world, interaction is no longer something we perform — it is 
something we converge into.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

Empathy not in the emotional sense alone, but in a structural sense - an interface that 
continuously aligns with the user’s state and intent.
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Toward a Continuous Alignment Loop

From signals to structure: the Large MUAP Model (LMM)
If the core challenge is the inability to access and align internal models, then the first 
requirement is to transform raw biological signals or motor units action potentials (MUAP) 
into a representation that is both structured and shared.

The Large MUAP Model (LMM) does this much as a language model handles text: it works at 
two levels at once — letters and words. At the first level, instead of treating electromyographic 
(EMG) signals as continuous, user-specific waveforms, the LMM organizes them into a set 
of recurring prototype patterns — canonical units discovered across many users through 
unsupervised learning. These prototypes form an alphabet of the neuromuscular system, 
and any newly observed signal can be mapped to its nearest prototype, so activity is read 
not as raw voltage but as a sequence of discrete, meaningful "tokens."
Letters, however, are not yet meaning. At the second level, the LMM models how those tokens 
are sequenced over time, composing them — across windows that grow from milliseconds 
to seconds, minutes, and hours — into the equivalent of words, phrases, and behavioral 
"sentences": micro-gestures, sustained activities, intentions that unfold gradually, and the 
ebb and flow of attention and engagement. The model is therefore hierarchical and multi-
timescale: a fast stage resolves the fine-grained tokens, and a slower stage integrates 
them into higher-level behavior. Just as language is understood not letter-by-letter but as 
words and sentences in context, motor behavior is read not spike-by-spike but as structured 
sequences that carry intent and state.
This representation has several important consequences. First, it dramatically reduces per-
user calibration, since a new user can be mapped into the existing shared space. Second, it 
enables prediction: just as a language model predicts the next token — and, in context, the 
next word — a system over LMM representations can anticipate both the next motor-unit 
firing and the next intended action. Most importantly, it provides a bridge between biological 
signals and machine representations — a structured interface, spanning from instantaneous 
gestures to behavior over time, through which intention can begin to be aligned.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026

Figure 5. The Large MUAP Model 
Raw physiological chaos is mapped into a codex of canonical prototypes, then expressed as discrete neural tokens.
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Beyond action: Physiological state signals
LMM captures the structure of motor intent - what a user is trying to do. It does not, on 
its own, capture how the user evaluates the situation. For that we have to read the body 
more broadly. The premise is interoceptive: a person does not perceive their internal state 
directly but infers it from bodily signals - a rising heart rate read as anxiety, muscular 
tension as effort [22]. An external system that measures the same signals can perform the 
same inference. Each of these signals reveals a different facet of the user's state and intent: 

Motor drive and kinematics
 EMG records the neural command to the muscles while the IMU records the resulting limb 
motion - the cause and the effect of an action.

Muscle tone - thermal, arousal, and attention 
Tonic muscle activity is not only postural. Part of it is thermogenic, so the electromyogram 
can reveal when a user is cold and prompt the room to warm [23]; and baseline tone 
rises and falls with cortical arousal [24], lifting resting EMG as mental effort increases [25] 
- a readout of alertness and cognitive load that even maps onto models of attention 
regulation [26].

The hand speaks
 Co-speech gesture and language share premotor circuitry [27], and language itself 
is thought to have evolved from manual gesture [28]–[30]; hand EMG therefore carries 
linguistic information and can help anticipate words.

Figure 6. EMG, IMU, and ECG aligned in time 
Muscle activation bursts (EMG) drive limb motion (IMU) and synchronize with the cardiac cycle (ECG), 

carrying important information on attention and engagement.
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Cardiac–locomotor coupling, State-Reflective Kinematic Coupling 
During rhythmic activity the heartbeat entrains to movement [31]; this coupling arises in 
ordinary daily life and is measurable from the wrist [32], and its strength tracks attention - 
robust in focus, breaking down under competing demand [33]. The relationship also runs 
the other way: the cardiac phase modulates perception and motor control, so stimuli and 
actions at systole are processed differently than at diastole [34], [35]. We extend this from 
gross locomotion(Cardiac–locomotor coupling) to individual motor-unit firing (State-
Reflective Kinematic Coupling), treating the phase-locking of neuromuscular events to the 
heartbeat as a readout of vigilance, readiness, and the timing of intent.

Sympathetic arousal (EDA)
Electrodermal activity, driven purely by the sympathetic nervous system [36], [37], indexes 
arousal, stress, and cognitive load and is acquirable unobtrusively at the wrist [38] - an 
independent reference that sharpens the estimate of affective intensity.
Together with LMM, these signals approximate both sides of the control loop: 
what the user is trying to do, and how they are internally responding.

Closing the loop: AR as the feedback channel
If LMM and physiological signals provide a richer channel from human to machine, there 
must also be a corresponding channel in the opposite direction. This is where augmented 
reality (AR) plays a critical role. In this framework, AR is not merely a visualization layer - it 
becomes the sensory interface through which the AI communicates its internal model 
back to the user. Rather than producing discrete outputs, the system can continuously 
express how it interprets the user’s intent, how confident it is in that interpretation, and how 
closely its internal model aligns with that of the human.
But the return channel does more than display state - it teaches. Feedback delivered 
within the brain's long-term-potentiation (LTP) window can induce rapid neuroplasticity, 
letting a user internalize new motor patterns far faster than by conventional practice. 
This is the principle behind passive haptic learning, where vibrotactile cues on the fingers 
teach complex skills with little conscious attention - wearables using it have taught piano 
melodies [39], Braille typing [40], and Morse text entry [41]. As a result, interaction becomes 
continuous and bidirectional. The user is no longer issuing commands and waiting for 
responses, but instead perceiving, in real time, how the system is interpreting their intent. 
This allows immediate adjustment, both by the human and by the AI, creating a feedback 
loop that resembles natural communication. When these elements come together, the 
experience begins to feel less like interacting with a machine and more like interacting 
with another agent. Speaking to an AI system starts to resemble speaking to a person, 
where meaning is negotiated dynamically rather than transmitted explicitly.
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The full alignment loop
Taken together, these components form a closed loop of alignment between human and 
machine. The LMM provides a structured representation of motor intention, allowing internal 
signals to be expressed in a shared, compositional form Physiological state signals adds 
context, reflecting changes in attention and internal evaluation. AR completes the loop by 
making the AI’s internal state visible and perceivable to the human.

In such a system, alignment is no longer an intermittent process driven by explicit 
commands, but a continuous process shaped by rich, multidimensional signals flowing 
in both directions. The human does not need to fully articulate intent, and the AI does 
not need to guess from sparse input. Instead, both systems converge toward a shared 
understanding through ongoing interaction. As this loop tightens, the distinction between 
intention and action begins to collapse. The system does not simply respond to the user 
- it evolves alongside them, maintaining alignment in real time. Interaction becomes less 
about operating a tool and more about participating in a coordinated system.

Table 2. The three ingredients of a continuous alignment loop

HUMAN <-> AI CONTEXT AI <-> HUMAN

LMM

Motor intent expressed 
as a sequence 
of discrete neural 
tokens, mappable 
across users.

Physiological state 
signals
cardiac locomotor 
coupling, muscle tone, 
and electrodermal 
activity reveal 
attention, arousal, 
affect, thermal state, 
and readiness: how the 
user is evaluating the 
situation.

AR feedback

expresses its 
interpretation, 
confidence, and timed 
cues through visual 
and haptic channels 
feedback that also 
teaches.
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Why Now: Beyond Today's Sensor and EMG Models

Large-scale machine learning has only recently reached wearable signals, which is what 
makes this moment possible - but today's models stop short of the alignment loop. Google's 
Large Sensor Model (LSM), trained on tens of millions of hours from hundreds of thousands of 
wearers, shows that wearable foundation models scale [42]; yet it operates on per-minute 
summary statistics from consumer sensors and carries no EMG channel, so it cannot resolve 
the beat to beat and sub-second phenomena cardio-locomotor synchronization, cardiac-
phase gating of motor units - that the alignment loop depends on. From the opposite 
direction, EMG-only foundation models such as TinyMyo bring transformers directly to muscle 
signals on edge hardware [43], but in isolation they miss the temporal relationships between 
neuromuscular activity and cardiac or autonomic state, and their short analysis windows 
capture micro-gestures while missing behavior that unfolds over seconds to hours.
The opportunity is precisely in the gap between them: synchronized multi-sensor input 
(EMG, IMU, PPG/ECG, EDA) processed by a two-stage temporal architecture - a first stage 
that resolves fine-grained neuromuscular events within short windows, and a second that 
integrates over minutes to hours to capture speech-level and behavioral context. That is the 
representation that lets intention be aligned, not merely classified.

How Brain–Computer Interfaces Are Removing Friction from AI & AR Interaction | 2026
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From Vision to Interface: The Mudra Band Platform

Translating these ideas into a practical system requires a sensing platform that is both high-
fidelity and unobtrusive. The neuromuscular layer offers a unique opportunity, but only if it 
can be accessed continuously, reliably, and without disrupting natural behavior.
This is the role of the Mudra Band, a wrist-worn neural interface designed to capture the 
signals that bridge intention and action. Positioned at the wrist, it operates at a point where 
motor commands are expressed through the neuromuscular system, while remaining 
comfortable and suitable for everyday use.

Mudra Pro
The Pro configuration integrates three EMG channels alongside inertial sensing (IMU) and 
cardiovascular sensing (PPG). It enables robust detection of motor activation patterns, 
contextualized by motion and physiological state, and is suitable for real-time interaction 
and control.
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Figure 7. The Mudra Band 
A wrist-worn neural interface combining EMG, IMU, and PPG sensing to capture motor intent and physiological state.
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Mudra Ultimate
The Ultimate configuration extends this with eight EMG channels combined with IMU and 
PPG sensing. The increased spatial resolution allows for finer discrimination of motor unit 
activity and is specifically designed to support the development and deployment of the 
Large MUAP Model. By capturing richer neuromuscular signals across users, it enables 
more accurate mapping of observed activity into the shared prototype space that 
underlies the LMM representation.

Together, these devices form the physical layer of the intentional interface. They provide 
continuous access to the signals that encode both action and internal state, enabling 
the transformation of raw biological activity into structured representations that can 
be aligned with AI systems. In doing so, they move the interface closer to the source 
of intention - reducing the need for explicit interaction and enabling a more direct, 
continuous alignment between human and machine.

Conclusion

By structuring signals at the source, enriching them with physiological context, and closing 
the loop through continuous feedback, we move toward a system in which intention is not 
reconstructed after the fact, but shared and aligned as it forms. In such a system, friction is 
reduced not by optimizing individual steps, but by minimizing the distance between internal 
models themselves. As that distance shrinks, the interface begins to disappear. What remains 
is a continuous process of alignment - one that increasingly resembles collaboration 
between agents rather than interaction with a machine

Interaction is no longer something we perform 
it is something we converge into.
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About Wearable Devices

Wearable Devices Ltd. (the “Company”) is a publicly traded growth company developing 
AI-based neural input interface technology for the B2C and B2B markets. The Company’s 
flagship product, the Mudra Band for Apple Watch, integrates innovative AI-based 
technology and algorithms into a functional, stylish wristband that utilizes proprietary 
sensors to identify subtle finger and wrist movements allowing the user to “touchlessly” 
interact with connected devices.

The Company also markets a B2B product, the Mudra Inspire, which utilizes the same 
technology and functions as the Mudra Band and is available to businesses on a licensing 
basis. Wearable Devices is committed to creating disruptive, industry leading technology that 
leverages AI and proprietary algorithms, software, and hardware to set the input standard for 
the Metaverse, one of the most rapidly expanding landscapes in the tech industry.

Headquartered in Israel, the company was founded in March 2014 by Asher Dahan, Guy 
Wagner, and Leeor Langer, with renowned expertise in analog sensors, signal processing, 
deep learning and machine learning algorithms, software, and human-computer interaction.
The Company’s common stock trades on the Nasdaq market under the symbol “WLDS”.

All content and materials included in this white paper are protected by copyrights and are proprietary to WEARABLE DEVICES LTD. Except as expressly 
authorized by WEARABLE DEVICES LTD., you agree not to distribute, publish, copy, modify, reproduce, transfer, publicly display, adapt, edit, or create 
derivative works from such content or materials. Any rights that are not expressly granted to you are hereby reserved by WEARABLE DEVICES LTD.

Notwithstanding the above, you may print or download one copy of the white paper on any single computer for your personal, non-commercial use, 
provided you keep intact all copyright and other proprietary notices.

The content, information, opinions, and viewpoints contained in this white paper are those of the authors of this white paper. Such information is 
provided “AS IS” and is believed to be accurate at the time of its publishing. WEARABLE DEVICES LTD. MAKES NO WARRANTY, EXPRESSED OR IMPLIED, as to the 
completeness or accuracy of the content contained in this white paper. The reader uses this white paper at his or her own risk, and WEARABLE DEVICES 
LTD. shall not be responsible for any errors, omissions, or inaccuracies in this white paper, whether arising through negligence, oversight, or otherwise. 
Reliance on any information appearing on this white paper is strictly at your own risk.

This white paper does not take into account, nor does it provide any legal or investment advice or any opinion regarding the specific investment 
objectives or financial situation of any person.
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